
Underdeterministic counterfactuals

Odysseus is planning how to cross the strait. Say, he found himself in a deterministic situation:

both Scylla and Charybdis will attack the ship if the weather is clear, but neither will attack if it’s

misty. He has tools to deal with it: the deterministic interventionist framework (Pearl, 2009; Spirtes,

Glymour, & Scheines, 2001). He’ll evaluate the outcomes of either decision, and he’ll wait for the

mist. Say, he found himself in a probabilistic situation. The odds are one in ten that Scylla or

Charybdis will attack in the ship if it’s misty, and seven in ten that either will attack if the weather

is clear. He has tools to deal with it: the probabilistic interventionist framework. He’ll calculate the

probability of crossing the strait in the mist and in clement weather. He’ll wait for the mist. Say

now, the monsters will attack if the weather is clear, but either may attack or stay put if it’s misty.

Obviously, he should wait for the mist, but there’s no interventionist framework to help him reach

this decision. Now is as good a time as any to formulate one: the underdeterministic framework.

The big picture is this. The strongest causal dependencies are deterministic; they hold if bring-

ing about some events causally necessitate other events. The dependencies underlie the deterministic

framework, which has allowed for deterministic theories of would-counterfactuals (Barbero & Sandu,

2021; Briggs, 2012; Galles, & Pearl, 1998; Halpern, 2000; Hiddleston, 2005; Hüber, 2013; Zhang 2013)

and of causation (Beckers & Vennekens, 2018; Glymour & Wimberly, 2007; Hall, 2007; Halpern,

2016; Hitchcock, 2001; Weslake, 2015; Woodward, 2003), among others. Weaker are probabilistic

dependencies; they hold if bringing about some events affects the probabilistic distribution of other

events. The dependencies underlie the probabilistic framework, which has allowed for probabilistic

theories of counterfactuals (Pearl, 2009; 2011), of causation (Fenton-Glynn, 2017; Twardy & Korb,

1



2011), and of causal discovery (Spirtes, Glymour, & Scheines, 2001), among others. Underdetermin-

istic dependencies are the weakest kind of causal dependencies worthy of the name. Based on these

dependencies, I introduce the underdeterministic framework and, partially as an illustration of what

the framework can do, a theory of counterfactuals.

First (§1), I motivate the framework; you can use it to model situations under uncertainty, which

arise in science, ethics, political philosophy, and commonsense reasoning. Next (§2), I introduce

underdeterministic causal models; a single model can represent many ways in which the events can

unfold—many possible histories. How the histories develop is governed by the model’s structural

equations, which, unlike in deterministic models, can return multiple values. Multiple histories, in

turn, afford the semantics of modal claims and counterfactuals (§3). An event is causally possible

(necessary) iff it happens on some (all) histories. A might- (would-) counterfactuals holds iff the con-

sequent event is possible (necessary) after you bring about the antecedent event with an intervention.

The semantics works only if there’s an account of interventions that can bring about any event,

and hence I formulate such an account (§4). Interventions come in three types: simple, synchro-

nized, and semaphore. Simple interventions behave a lot like their deterministic counterparts. How-

ever, synchronized and semaphore interventions are new species, required to handle disjunctive

antecedents. Subsequently (§5), I extend the theory to handle counterfactuals with other counter-

factuals in the consequents. I complete the framework with the rules for modeling counterfactuals

with any events in the antecedent (§6).

Once the theory is complete, I discuss how the theory relates to other interventionist theories

of counterfactuals (§7). The underdeterministic theory judges the same counterfactuals as true as

deterministic interventionist theories of would-counterfactuals with conjunctive antecedents (Galles

& Pearl, 1998; Halpern, 2000). It also agrees with Briggs’s (2012) theory of would-counterfactuals,
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which allows for disjunctive antecedents. However, the underdeterministic theory enjoys two advan-

tages over Briggs’s: unlike Briggs’s, it easily handles variables with infinite ranges, and it uses a single

model to evaluate any counterfactual with a disjunctive antecedent or with another counterfactual

in the consequent. The main virtue of the underdeterministic theory of counterfactuals, however,

is that, in contrast to its deterministic counterparts, it models genuine causal might-counterfactuals,

and does it without resorting to probability distributions.

1 Motivation

You encounter underdeterminacy when you model choices under uncertainty (Cohen & Jaffray, 1983;

Deœux, 2019; Knight, 1921; Runde, 1998). Knight, who coined uncertainty as a technical notion

in economics, distinguished it from risk—if you know the probabilities of the outcomes of your

decision, you’re deciding under risk; if you don’t know them, you’re deciding under uncertainty.

He argues that uncertainty is ubiquitous. “Business decisions, for example, deal with situations which

are far too unique for any sort of statistical tabulation to have any value for guidance. The conception

of an objectively measurable probability or chance is simply inapplicable” (Knight, 1921:231). He

sees uncertainty as the main reason why some businesses flourish and other close, for you can

insure yourself against risk but not against uncertainty.1 Game theory provides apt illustrations

(Biswas, 1997). Take a game with many equilibria where there’s no fact of the matter which of

them will occur, nor even which of them is most probable.2 Say, a change in payoffs made some

equilibrium possible, and subsequently the system reached this equilibrium. This change clearly

1Uncertainty modeled by the underdeterministic frameworks is of a specific kind: bounded uncertainty. It arises when
you know that a parameter’s value falls within some interval but assume nothing else about the value’s distribution.

2Of course, this depends on your interpretation of probabilities. A subjectivist will assign probabilities to strategies in
this game, no matter what, and thus to the equilibira.
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seems an underdeterministic cause of the system being in this particular equilibrium—hadn’t the

payoff change occurred, attaining this equilibrium wouldn’t have been possible. Sometimes, a

situation in principle cannot be described in probabilistic terms. If you buy a ticket in an unbiased

infinite lottery and win, buying the ticked caused you to win even though there’s no well-defined

probability distribution over the space of all possible results of the lottery.3

Or consider political philosophy. By putting his lawmakers behind the veil of ignorance, Rawls

(1971) ensured they occupied an underdeterministic system—they could design the principles of

justice to govern a political system, but their position therein was underdetermined. More generally,

in prescriptive contexts, including commonsense planning, it’s natural to use underdeterministic

models with the maximin rule. Once you represent the situation with an underdeterministic model,

you can use counterfactuals to infer the possible outcomes of available actions; choose the action

whose worst possible outcome is better than the worst possible outcome of any other action.4

2 Underdeterministic models

A ship traversing the strait could be either swallowed by Charybdis or sunk by Scylla hurling rocks,

but the rest Homer got wrong—Odysseus dies. Exactly when Scylla’s rock crashes Odysseus’ ship,

Charybdis’ jaws maul the deck. A—deterministic for now—model consists of variables, the values

they can take on, and equations. Variable values encode events, and structural equations encode

primitive counterfactuals. If the mist cloaks Odysseus’ ship (𝑂 = 0), neither Scylla will throw her

rock (𝑆 = 0), nor Charybdis will open her mouth (𝐶 = 0). But the weather is clear (𝑂 = 1), Scylla
3Norton (in press, ch. 14 & 15; 2021) offers physically plausible examples equivalent to the infinite lottery case.
4Similar rules, e.g., the minimax regret criterion or the pessimism-optimism index, also work (Szaniawski, 1960; Deœux,
2019).
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will attack (𝑆 = 1), and so will Charybdis (𝐶 = 1). If either one attacks, Odysseus will die (𝐷 = 1):

𝑂 ← 1, 𝑆 ← 𝑂, 𝐶 ← 𝑂, 𝐷 ← 𝑆 ∨ 𝐶.

The equations encode, in turn: that the weather will be clear; that Scylla will throw her rock if the

ship is visible but won’t otherwise; that Charybdis will open her mouth if the ship is visible but

won’t otherwise; that Odysseus will die if either monster attacks but will survive otherwise. Call an

equation that takes no variables as arguments exogenous, and call it endogenous otherwise; here, only

𝑂’s equation is endogenous. The equations are satisfied by a single solution �⃗� (tab. 1):

Table 1. The solution to a deterministic model.

𝑂 𝑆 𝐶 𝐷
�⃗� 1 1 1 1

Solutions represent the ways the situation may evolve, that is, possible histories; I’ll say that a

model tells a history. On the sole history �⃗� , the ship is visible, �⃗�[𝑂] = 1, per the first equation

(where the brackets indicate the projection of the history onto the variable). Per the second equation,

Scylla hurls her rock, �⃗�[𝑆] = 1, and per the third Charybdis opens her mouth, �⃗�[𝐶] = 1. Since

both monsters attack, Odysseus dies, �⃗�[𝐷] = 1, per the last equation. What happens is fully

determined by the weather; in fact, every deterministic model tells a single history.

Underdeterminism requires just one change: structural equations can now return multiple values

and thus encode primitive might-counterfactuals. Say, if the ship is concealed, Charybdis will stay

put, and if the ship is visible, Charybdis may open her mouth but also may stay put. The two
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might-counterfactuals are encoded by a structural equation:

𝐶 ←

⎧{{{
⎨{{{⎩

0 if 𝑂 = 0

0, 1 otherwise

.

This reads: if 𝑂 = 0 on a history, 𝐶 must take on 0; if 𝑂 = 1, 𝐶 is allowed to take on either 0

or 1.5 Exogenous equations can be underdeterministic too. Say, it’s underdetermined what weather

Odysseus will encounter: it may be clear (𝑂 = 1), but it may be misty (𝑂 = 0). An underdetermin-

istic exogenous equation encodes two primitive modals:

𝑂 ← 0, 1.

Clear weather may happen, but mist may happen too.

Replace 𝑂’s and 𝐶’s equations, and you get an underdeterministic model:

𝑂 ← 0, 1, 𝑆 ← 𝑂, 𝐶 ←

⎧{{{
⎨{{{⎩

0 if 𝑂 = 0

0, 1 otherwise

, 𝐷 ← 𝑆 ∨ 𝐶. (1)

Since every equation encodes a function, which always returns at least one value, an underdetermin-

istic model always tells at least one history. The current model tells three, �⃗�1, �⃗�2, and �⃗�3 (tab. 2):

5I.e., the formalism says that 𝐶 obeys two constrains: 𝐶 ∈ {0} if 𝑂 = 0, and 𝐶 ∈ {0, 1} if 𝑂 = 1. The name
‘structural equations’ might be here a little misleading, for the equations behave like inequalities.
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Table 2. Solutions to the underdeterministic model.

𝑂 𝑆 𝐶 𝐷
�⃗�1 0 0 0 0

�⃗�2 1 1 0 1

�⃗�3 1 1 1 1

On the first history, it’s misty, �⃗�1[𝑂] = 0; hence, neither Scylla nor Charybdis attack, �⃗�1[𝑆] =

0, �⃗�1[𝐶] = 0; hence, Odysseus survives, �⃗�1[𝐷] = 0. On the second history, the weather is clear,

�⃗�2[𝑂] = 1. In this weather, Charybdis may stay put, which she does, �⃗�2[𝐶] = 0. However, the

weather forces Scylla to attack, �⃗�2[𝑆] = 1. Odysseus dies, �⃗�2[𝐷] = 0. The third history is like the

second except for Charybdis, who may also attack in clear weather, which she does on this history,

�⃗�3[𝐷] = 1.

3 Events, modal sentences, and counterfactuals

Now, for the underdeterministic framework. A model is a quadruple 𝔐 = ⟨ ⃗𝒱, ⃗ℐ, ℛ, ℰ⟩. It contains

two kinds of nodes: variables, ⃗𝒱 , and intervention vertices, ⃗ℐ ; ⃗ℐ is empty before any interventions are

executed. ℛ𝑋, the range of node 𝑋, contains values that 𝑋 can take on; ℛ is is the family of ranges

for all nodes. Lastly, ℰ contains every node’s structural equation.

Figure 1. The strait case.

Underdeterministic models can be helpfully represented with diagrams. Nodes (i.e., variables
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and intervention vertices together) correspond to nodes in the diagram. An edge goes from one

node to another if the first node is an argument in the second node’s equation. A node in the

diagram contains the values the node takes on in some solution.6 In the diagram for the strait case

(fig. 1), for example, all nodes contain values 0 and 1, because either value occurs in some solution

to the model. One node is a parent of another if the former’s value is an argument in the latter’s

equation. An ancestor is a parent or an ancestor of a parent.

Capital letters denote nodes; an arrow over a capital letter denotes a set of nodes. Lowercase

letters denote node values; an arrow over a lowercase letter denotes an assignment. An assignment

over nodes �⃗� maps some nodes to elements from their domains. I’ll denote assignments as tuples

of values with the target nodes explicitly indicated, e.g., ⟨1𝑂, 0𝑆⟩ is an assignment that maps 1 to

𝑂 and 0 to 𝑆. ⃗𝑥[�⃗�] denotes assignment ⃗𝑥 trimmed to the values of nodes �⃗�. So, a history is an

assignment over all nodes ⃗𝒱 ∪ ⃗ℐ , where the values agree with the structural equations.

An event sentence over some variables is any sentence of propositional logic, where arithmetic

equations or inequalities over these variables are used instead of atomic proposition; e.g, both 𝑋 =

1 ∧ ¬ (𝑌 = 2 ∧ 𝑍 = 3) and 𝑋 < 𝑌 + 𝑍 ∧ 𝑌 < 𝑍 are event sentences over variables 𝑋, 𝑌, 𝑍.

Event sentences denote events. An assignment satisfies an event sentence over some variables iff the

sentence holds after you substitute for the variables their values from the assignment. An event

sentence over variables �⃗� denotes a conjunctive event iff exactly one assignment over �⃗� satisfies the

sentence. I’ll often write conjunctive events as �⃗� = ⃗𝑥, where ⃗𝑥 is an assignment over �⃗�. If �⃗� contains

a single variable, the event is also atomic (which means that atomic events count as conjunctive). An

event sentence over variables �⃗� denotes a disjunctive event iff multiple assignments over �⃗� satisfy the

6Unfortunately, this convention won’t do justice to the entire model, as the diagram doesn’t show which values from
different nodes belong to the same solution. I also won’t list the values of intervention vertices on the diagram.
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sentence.

An event (denoted by event sentence) 𝜓 is causally possible,

𝔐⊨ 𝜓 iff 𝜓 happens on some history told by 𝔐. (2)

Say, you want to know if it’s (causally) possible on the scenario for Charybdis to open her mouth.

Consult the histories. As 𝐶 = 1 on the third history, it’s possible for Charybdis to open her mouth.

Event 𝜓 is causally necessary,

𝔐⊨ 𝜓 iff 𝜓 happens on all histories told by 𝔐. (3)

Although in the model for the strait case (1), 𝐶 = 1 is possible, it’s not necessary, because it doesn’t

happen on the first and second histories. In fact, no atomic event is necessary in this model, because

no variable takes on the same value in all histories. But 𝑆 = 1 ∨ 𝐶 = 0, the event of Charybdis or

Scylla attacking, is necessary, because on every history either Scylla attacks or Charybdis stays put.

The operators are duals,

𝔐⊭ 𝜓 iff 𝔐⊨ ¬𝜓 (4)

Causal possibility underlies the notion of (unconditional) independence: �⃗� and �⃗� are indepen-

dent in 𝔐 if any causally possible event over �⃗� and any causally possible event over �⃗� are also

possible together, i.e.,

�⃗� ⟂ �⃗� iff 𝔐⊨ (�⃗� = ⃗𝑥 ∧ �⃗� = ⃗𝑦) if 𝔐⊨ �⃗� = ⃗𝑥 and 𝔐⊨ �⃗� = ⃗𝑦. (5)
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For instance, 𝑆 and 𝐶 aren’t independent, because 𝑆 = 1 and 𝐶 = 0 are possible, but the conjunc-

tive event ⟨𝑆, 𝐶⟩ = ⟨1𝑆, 0𝐶⟩ isn’t. Underdeterministic independence is analogous to probabilistic

independence: if �⃗� and �⃗� are independent, knowing the value of �⃗� in a history won’t help you

learn anything about the value of �⃗� in this history, assuming you already know what events over �⃗�

are possible in 𝔐. Since 𝑆 and 𝐶 aren’t independent, if you know that �⃗�[𝑆] = 0 in some history

�⃗� , you also know that �⃗�[𝐶] = 0.7 It turns out that if �⃗� and �⃗� don’t share ancestors, they are

independent.8

The modal concepts also underlie the semantics for counterfactuals. “Had event 𝜑 happened,

event 𝜓 could have happened” holds iff 𝜓 is possible after an intervention brings about 𝜑,

𝔐⊨ 𝜑 𝜓 iff 𝔐𝜑 ⊨ 𝜓, (6)

where 𝔐𝜑 denotes the post-intervention model obtained from 𝔐 with an intervention bringing

about 𝜑. “Had 𝜑 happened, 𝜓 would have happened” holds iff event sentence 𝜓 is necessary after

an intervention brings about event sentence 𝜑,

𝔐⊨ 𝜑 𝜓 iff 𝔐𝜑 ⊨ 𝜓. (7)

The definitions make sense only for satisfiable antecedents, as you cannot bring about contradic-

tory events. A would-counterfactual entails a might-counterfactual with the same antecedent and

7Absolute independence is a special case of conditional independence: in 𝔐, �⃗� and �⃗� are conditionally independent
given �⃗� iff for any distinct �⃗� = ⃗𝑥, �⃗� = ⃗𝑦, �⃗� = ⃗𝑧, if 𝔐 ⊨ 3(�⃗� = ⃗𝑥 ∧ �⃗� = ⃗𝑧) and 𝔐 ⊨ 3(�⃗� = ⃗𝑦 ∧ �⃗� = ⃗𝑧), then
𝔐⊨ 3(�⃗� = ⃗𝑥 ∧ �⃗� = ⃗𝑦 ∧ �⃗� = ⃗𝑧). The notion satisfies semi-graphoid axioms (Verma & Pearl 1988). For proofs, see
[redacted].

8Unfortunately, I don’t have space here for the bulky proof; see [redacted].
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consequent because a model always tells at least one history. The two counterfactuals are duals,

𝔐⊭ 𝜑 𝜓 iff 𝔐⊨ 𝜑 ¬𝜓, (8)

which follows from (4).

4 Interventions

To deliver the semantics of counterfactuals, I must now specify how to produce post-intervention

model 𝔐𝜑 for any pre-intervention model 𝔐 and any satisfiable 𝜑. Conjunctive events pose no

problem: as in the deterministic framework, to bring about �⃗� = ⃗𝑥, replace the equation of each

variable 𝑋 from �⃗� with 𝑋 ← ⃗𝑥[𝑋]. Unfortunately, you can’t deal with disjunctive events the same

way. The problem lies in that a disjunctive event can happen in virtue of one of many conjunctive

events happening (e.g., 𝑆 = 1 ∨ 𝐶 = 0 can happen in virtue of 𝑆 = 1, 𝐶 = 0, or 𝑆 = 1 ∧ 𝐶 = 0

happening), but a deterministic intervention can’t bring about all these conjunctive events in a single

model. It turns out, however, that underdeterministic interventions can.

Figure 2. The gingerbread house case.

To introduce the theory of underdeterministic interventions, I’ll use the gingerbread house case

(fig. 2, left). The father can command Hansel and Gretel to stay home (𝐹 = 0), leave for the woods

at noon (𝐹 = 1), or leave for the woods at midnight (𝐹 = 2). Either child can stay home, leave
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at noon, or leave at midnight (ℛ𝐻 = ℛ𝐺 = {0, 1, 2}). Hansel can find the gingerbread house

(𝐴 = 1) or not (𝐴 = 0), and Gretel can find the gingerbread house (𝑅 = 1) or not (𝑅 = 0). The

witch can eat zero, one, or two children (ℛ𝑊 = {0, 1, 2}).

The father will tell the children to leave at noon, which either child will do. Regardless of when

they leave, if the children venture into the woods, they will find the gingerbread house. The witch

will eat all children that find her house,

𝐹 ← 1, 𝐻 ← 𝐹, 𝐴 ← 𝐻 ≥ 1, 𝐺 ← 𝐹, 𝑅 ← 𝐺 ≥ 1, 𝑊 ← 𝐴 + 𝑅. (9)

The model is deterministic and thus tells a single history:

Table 3. The sole solution to the pre-intervention model 𝔐.

𝐹 𝐻 𝐴 𝐺 𝑅 𝑊
�⃗� 1 1 1 1 1 2

There, �⃗�[𝑊] = 2, the witch eats two children. Evaluate: the witch will eat one child if Hansel

leaves at midnight and Gretel stays home, 𝔐 ⊨ (𝐻 = 2 ∧ 𝐺 = 0) 𝑊 = 1. It’s true, and the

theory accounts for that. Replace 𝐻’s equation with 𝐻 ← 2 and 𝐺’s with 𝐺 ← 0 (fig. 2, right).9

The post-intervention model 𝔐𝐻=2,𝐺=0 reads:

𝐹 ← 1, 𝐻 ← 2, 𝐴 ← 𝐻 ≥ 1, 𝐺 ← 0, 𝑅 ← 𝐺 ≥ 1, 𝑊 ← 𝐴 + 𝑅. (10)

and still describes one history (tab. 4)

9Because the variables’ replacement equations are exogenous, in the diagram the edges from between the variables and
their parents are erased; I’ll indicate edges erased by the intervention with broken arrows.
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Table 4. The lone solution to 𝔐𝐻=2,𝐺=0.

𝐹 𝐻 𝐴 𝐺 𝑅 𝑊
�⃗� 1 2 1 0 0 1

The model remains deterministic, and on its sole history �⃗�[𝑊] = 1, the witch will eat exactly one

child.

Handling disjunctive events is much harder, and I’ll need to introduce the notion of truthmakers

first. A truthmaker of event 𝜑, denoted with J𝜑K, is the set of all ways in which the event can

happen, where a way in which an event can happen is represented by an assignment.10 On the

underdeterministic framework, to bring about an event is to bring about all and only the ways in

which the event can happen, i.e., all elements of the event’s truthmaker. For a conjunctive event

�⃗� = ⃗𝑥, that’s trivial. The truthmaker is a singleton, J�⃗� = ⃗𝑥K = { ⃗𝑥}, as assigning ⃗𝑥 to �⃗� is the only

way to bring about this event. E.g., J𝐻 = 2∧𝐺 = 1K = {⟨2𝐻, 1𝐺⟩}, because the only way the event

‘Hansel leaves at midnight and Gretel stays home’ can happen is if Hansel leaves at midnight and

Gretel stays home.

But since a disjunctive event can happen in many ways, bringing it about might prove hard.

Starting again in the pre-intervention situation (9), consider: how many children would the witch eat

if Hansel stayed home or left at noon? If he stays home, Gretel will leave at noon alone, and the witch

will eat one child. But if he leaves at noon, the witch will eat two children, as before the intervention.

The formalism should thus deliver the following counterfactuals: 𝔐⊨ 𝐻 ≤ 1 𝑊 = 1 ∨ 𝑊 = 2

(if he stays home or leaves at noon, the witch would eat one or two children), 𝔐⊨ 𝐻 ≤ 1 𝑊 = 1

(…, the witch may eat one child), and 𝔐⊨ 𝐻 ≤ 1 𝑊 = 2 (…, the witch may eat two children).

10Truthmakers are similar to teams (Barbero & Sandu 2021) in that they are sets of assignments; however, unlike teams,
truthmakers can include assignments that aren’t over the same variables. Also, every truthmaker is a set of assignments,
but not every set of assignments is a truthmaker.
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Figure 3. A simple underdeterministic intervention

Again, to bring about the event 𝐻 ≤ 1, I’ll need its truthmaker. The event can happen in

two ways: Hansel stays home, 𝐻 = 0, or takes the north path, 𝐻 = 1. Therefore, J𝐻 ≤ 1K =

{⟨0𝐻⟩ , ⟨1𝐻⟩}. Once you have the truthmaker, you want the intervention to bring about all and

only the ways in which the event can happen. In the current case, that’s still easy: replace 𝐻’s

equation with an underdeterministic one that assigns to 𝐻 either 0 or 1. The post-intervention

model 𝔐𝐻≤1 reads (fig. 3):

𝐹 ← 1, 𝐻 ← 0, 1, 𝐴 ← 𝐻 ≥ 1, 𝐺 ← 𝐹, 𝑅 ← 𝐺 ≥ 1, 𝑊 ← 𝐴 + 𝑅.

Unlike the pre-intervention model, the new one is underdeterministic and tells two histories (tab. 5):

Table 5. The two solutions to 𝔐𝐻≤1.

𝐹 𝐻 𝐴 𝐺 𝑅 𝑊
�⃗�1 1 0 0 1 1 1

�⃗�2 1 1 1 1 1 2

On the first history, Hansel stays home, and the witch eats one child, as Gretel still finds

the house; on the second, Hansel leaves at noon with Gretel, and the witch eats two children.

The three counterfactuals (𝔐 ⊨ 𝐻 ≤ 1 (𝑊 = 1 ∨ 𝑊 = 2), 𝔐 ⊨ 𝐻 ≤ 1 𝑊 = 1,

𝔐⊨ 𝐻 ≤ 1 𝑊 = 2) hold, because 𝑊 ≥ 1 is necessary, and 𝑊 = 1, 𝑊 = 2 are possible on the
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new model. I’ll call this kind of interventions simple, because, like in deterministic models, all they

do is replace equations with new exogenous ones.

Also, note: any event possible on 𝔐𝐻=0 or on 𝔐𝐻=1 is possible on 𝔐𝐻≤1, and any event

possible on 𝔐𝐻≤1 is possible on 𝔐𝐻=0 or on 𝔐𝐻=1. This suggests the following equivalence

requirement, which must be satisfied by an intervention bringing about 𝜑: an event is possible on

𝔐𝜑 iff it’s possible on some model 𝔐�⃗�= ⃗𝑥, where ⃗𝑥 is one ways in which 𝜑 can happen, ⃗𝑥 ∈ J𝜓K.11
A convenient formalization of the requirement spells:

for any ⃗𝑣, 𝔐𝜑 ⊨ ⃗𝒱 = ⃗𝑣 iff for some ⃗𝑥 from J𝜑K, 𝔐�⃗�= ⃗𝑥 ⊨ ⃗𝒱 = ⃗𝑣, (11)

where ⃗𝒱 = ⃗𝑣 is a conjunctive event over all variables, and ⃗𝑥 is over �⃗�. Mind that �⃗� may vary

between different members of the truthmaker, because the assignments from J𝜑K needn’t be over

the same variables.12

Sometimes simple interventions aren’t enough, however. Take the pre-intervention model (9)

again and consider: if exactly one child finds the house, the witch will feast on exactly one child,

𝔐⊨ 𝐴 + 𝑅 = 1 𝑊 = 1. A simple intervention can’t deliver this result.

Figure 4. A synchronized intervention.

11A tantamount formulation: if an event is possible (necessary) on 𝔐𝜑, then it’s possible (necessary) on some (every)

model 𝔐�⃗�=�⃗�. Another one: the projection of 𝔐𝜑’s solutions onto ⃗𝒱 is the sum of the projections of the solutions
to any 𝔐�⃗�=�⃗�.

12If ⃗𝒱 = �⃗� is possible on two models, then any �⃗� = ⃗𝒱[�⃗�] is also possible on both models; therefore, it’s enough to
check only for events over the entire ⃗𝒱 .
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The event from the antecedent can happen in two ways: Gretel but not Hansel finds the house, or

Hansel but not Gretel finds the house, J𝐴+𝑅 = 1K = {⟨0𝐴, 1𝑅⟩ , ⟨1𝐴, 0𝑅⟩}. That’s a problem. The

variables’ values need to be coordinated—if you set 𝐴’s value to 0, you must set 𝑅’s value to 1, and

the other way around—and a simple intervention cannot do that. But a synchronized intervention can.

The intervention adds to the model an extra node—an intervention vertex—whose values coordinate

the values of the variables intervened upon. Here, to bring about 𝐴 + 𝑅 = 1, add to the model the

intervention vertex 𝐼 to get (fig. 4):

𝐹 ← 1, 𝐻 ← 𝐹, 𝐺 ← 𝐹, 𝐼 ← ⌜0𝐴, 1𝑅⌝, ⌜1𝐴, 0𝑅⌝, 𝐴 ← 𝐼[𝐴], 𝑅 ← 𝐼[𝑅], 𝑊 ← 𝐴 + 𝑅.

A lot is happening here. ⌜ ⃗𝑥⌝ stands for a single value encoding assignment ⃗𝑥, and 𝐼[𝑋] stands

for the value of 𝑋 encoded in the value of 𝐼.13 The intervention vertex encodes the elements of the

truthmaker as ⌜0𝐴, 1𝑅⌝ and ⌜1𝐴, 0𝑅⌝, which 𝐴’s and 𝑅’s equations subsequently decode. In result,

𝐴 takes on 0 (1) in a history only if 𝑅 takes on 1 (0). As 𝐼’s is the only underdeterministic equation,

the post-intervention model describes two histories (tab. 6):

Table 6. Solutions to 𝔐𝐴+𝑅=1.

𝐼 𝐹 𝐻 𝐺 𝐴 𝑅 𝑊
�⃗�1 ⌜0𝐴, 1𝑅⌝ 1 1 1 0 1 1

�⃗�2 ⌜1𝐴, 0𝑅⌝ 1 1 1 1 0 1

The model answers the question: if exactly one child enters the woods, the witch will eat one child,

as 𝑊 = 1 in every history told by 𝔐𝐴+𝑅=1.

Intervention vertices have an odd status. When you use a new intervention vertex, you add it

13I.e., if 𝐼 = ⌜ ⃗𝑥⌝, where ⃗𝑥[𝑋] = 𝑥, then 𝐼[𝑋] = 𝑥.
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to the family of intervention vertices ⃗ℐ ; because it’s a brand-new node, you also add its equation

to the family of equations ℰ and its range to the family of ranges ℛ . Therefore, like variables,

intervention vertices have their own equations and figure in the graph of the model. But unlike

variables, they cannot figure in an event sentence, a modal statement, or a counterfactual because

the values of intervention nodes don’t denote events that happen in the situation represented by

the model. Rather, you may think, the values of intervention vertices denote possible actions of an

(ideal, hypothetical) intervener (Woodward 2003). You’re not allowed to intervene on an intervention

vertex, and therefore as its domain you just take the set of values assigned by the vertex’s equation;

e.g., ℛ𝐼 = {⌜0𝐴, 1𝑅⌝, ⌜1𝐴, 0𝑅⌝} in the current case.

The example satisfies the equivalence requirement (11). There are exactly two events over all

variables ⃗𝒱 possible on 𝔐𝐴+𝑅=1: ⃗𝒱 = �⃗�1[ ⃗𝒱] and ⃗𝒱 = �⃗�2[ ⃗𝒱].14 The first event is the sole event

possible on 𝔐𝐴=0∧𝑅=1, the model produced by bringing about the first way in which 𝐴 + 𝑅 = 1

can happen. The second event is the sole event possible on 𝔐𝐴=1∧𝑅=0, the model produced by

bringing about the second way in which 𝐴 + 𝑅 = 1 can happen. Therefore, the requirement holds:

an event is possible on 𝔐𝐴+𝑅=1 iff it’s possible on 𝔐𝐴=0∧𝑅=1 or 𝔐𝐴=1∧𝑅=0.

Yet, synchronized interventions don’t suffice either. Consider: how many children can the

witch eat if Hansel doesn’t find the gingerbread house or Gretel stays home? The target event

𝐴 = 0∨𝐺 = 0 can happen in three ways: Hansel doesn’t find the gingerbread house, or Gretel stays

home, or Hansel doesn’t find the gingerbread house, and Gretel stays home, i.e., J𝐴 = 0∨𝐺 = 0K =

{⟨0𝐴⟩ , ⟨0𝐺⟩ , ⟨0𝐴, 0𝐺⟩}. Consequently, in virtue of the equivalence requirement, an intervention

bringing about 𝐴 = 0 ∨ 𝐺 = 0 must ensure that an event is possible on 𝔐𝐴=0∨𝐺=0 iff its possible

on 𝔐𝐴=0, 𝔐𝐺=0, or 𝔐𝐴=0∧𝐺=0. E.g., even though setting 𝐴 = 0, 𝐺 = 2 satisfies 𝐴 = 0∨𝐺 = 0,
14Where ⃗𝒱 = {𝐹, 𝐻, 𝐺, 𝐴, 𝑅, 𝑊}.
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you don’t want to bring this event about in the post-intervention model, because Gretel leaving at

midnight is irrelevant.15

But now the truthmaker contains assignments over different variables: one over 𝐴, one over

𝐺, and one over ⟨𝐴, 𝐺⟩. In 𝔐𝐴=0, 𝐺’s equation is the same as in 𝔐; in 𝔐𝐺=0, 𝐴’s equation is

the same as in 𝔐; only in 𝔐𝐴=0∧𝐺=0 do you replace both equations. Therefore, to bring about

𝐴 = 0 ∨ 𝐺 = 0 in a single model, an intervention must sometimes assign a new value to a variable,

and sometimes let the value be determined by the variable’s pre-intervention equation. In the current

case, you want a model such that on one history Hansel is forced to miss the gingerbread house,

i.e., 𝐴 is set exogenously to 0, while Gretel, as before, does what the father tells her, i.e., 𝐺’s value

depends on 𝐹’s value as before the intervention. On another history, Gretel is forced to stay home,

while, as before the intervention, Hansel finds the house if he leaves home. On the third history,

you want Hansel forced to miss the house and Gretel forced to stay home. In each history, a different

way of 𝐻 = 0 ∨ 𝐺 = 0 is brought about. The task is to represent this entire situation with a single

post-intervention model.

A synchronized intervention won’t work, because it ascribes new values to all children of the

intervention vertex. A third species is needed—a semaphore intervention.

15The same principle governs Pearl’s analysis of would-counterfactuals: “The key to interpreting counterfactuals is to
treat the [antecedent] as an instruction to make a ‘minimal’ modification in the current model, so as to ensure the
antecedent condition” (Pearl 2011:34). The semaphore intervention ensures that for every element from the truthmaker,
the change is minimal. Similar reasoning motivated Fine (2012) to use truthmakers in his (non-interventionist) theory
of counterfactuals. In fact, you can see truthmakers as an solution to a problem raised by Ellis, Jackson, and Pargetter
(1977), which boils down to: you don’t want 𝑝 𝑞 to entail ((𝑝 ∨ 𝑟) ∧ (𝑝 ∨ ¬ 𝑟)) 𝑞, because if it does, then
(𝑝 ∧ 𝑟) 𝑞 entails 𝑝 𝑞, and that cannot be.
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Figure 5. A semaphore intervention.

To bring about 𝐴 = 0 ∨ 𝐺 = 0, add an intervention vertex 𝐼 to the pre-intervention model to

get (fig. 5):

𝐼 ← ⌜0𝐺⌝, ⌜0𝐴⌝, ⌜0𝐺, 0𝐴⌝, 𝐹 ← 1, 𝐻 ← 𝐹, 𝑅 ← 𝐺 ≥ 1, 𝑊 ← 𝐴 + 𝑅,

𝐴 ←

⎧{{{
⎨{{{⎩

𝐼[𝐴] if 𝐼[𝐴] is set

𝐻 ≥ 1 otherwise

, 𝐺 ←

⎧{{{
⎨{{{⎩

𝐼[𝐺] if 𝐼[𝐺] is set

𝐹 otherwise

.

The possible values of the intervention vertex still encode the elements of the truthmaker J𝐴 =

0 ∨ 𝐺 = 0K = {⟨0𝐴⟩ , ⟨0𝐺⟩ , ⟨0𝐴, 0𝐺⟩}. This time, however, not all 𝐼’s possible values encode the

value for every target variable, and when they don’t, you use the target variable’s pre-intervention

equation. Read 𝐴’s equation as: if 𝐼’s value in a solution doesn’t encode 𝐴’s value, 𝐴’s value in

this solution is determined by 𝐴 ← 𝐻 ≥ 1; otherwise, just assign the value encoded by 𝐼. 𝐺’s new

equation works analogously.

The post-intervention model tells three histories (tab. 7):

Table 7. Solutions to 𝔐𝐺=0∨𝐴=0.

𝐼 𝐹 𝐻 𝐴 𝐺 𝑅 𝑊
�⃗�1 ⌜0𝐺⌝ 1 1 1 0 0 1

�⃗�2 ⌜0𝐴⌝ 1 1 0 1 1 1

�⃗�3 ⌜0𝐺, 0𝐴⌝ 1 1 0 0 0 0
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The equivalence requirement is satisfied: ⃗𝒱 = �⃗�1[ ⃗𝒱] just is the sole event over ⃗𝒱 possible on

𝔐𝐺=0; ⃗𝒱 = �⃗�2[ ⃗𝒱] just is the sole event over ⃗𝒱 possible on 𝔐𝐻=0; and ⃗𝒱 = �⃗�3[ ⃗𝒱] just is the sole

event over ⃗𝒱 possible on 𝔐𝐻=0∧𝐺=0. In a semaphore intervention, the role of the intervention

vertex is, depending on its own value, either to override the values of the target variables or to let

the variables behave as before the intervention. Whence semaphore: the intervention vertex controls

the traffic of values to the children. The semaphore intervention is the last species of interventions

required for the semantics of underdeterministic counterfactuals.

5 Composing counterfactuals

The rules of interpreting counterfactuals, (6) and (7), don’t tell you how to parse counterfactuals

with other counterfactuals in the antecedent, but two extra rules will:

𝔐⊨ 𝜑 (𝜓 𝜃) iff 𝔐𝜑 ⊨ 𝜓 𝜃, (12)

and

𝔐⊨ 𝜑 (𝜓 𝜃) iff 𝔐𝜑 ⊨ 𝜓 𝜃. (13)

To evaluate a compound counterfactual, intervene on the original model 𝔐 with an intervention

corresponding to the first antecedent, then intervene on the resulting model again with an interven-

tion corresponding to the second antecedent, and so on, until you can apply (6) or (7).

As an illustration, consider: “if Hansel leaves at noon or at midnight, then if Gretel stays home

or leaves at noon, then the witch may eat two children.” 𝔐 ⊨ 𝐻 ≥ 1 (𝐺 ≤ 1 𝑊 = 2).

Apply (12) to get 𝔐𝐻≥1 ⊨ 𝐺 ≤ 1 𝑊 = 2. Apply it again to get 𝔐𝐻≥1,𝐺≤1 ⊨ 𝑊 = 2,
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where the interventions in 𝔐𝐻≥1,𝐺≤1, separated by the comma, are to be executed from left to

right—bring about 𝐻 ≥ 1 and then, in the model you just obtained, bring about 𝐺 ≤ 1. On

the post-intervention model, the witch eats either both children (on histories where 𝐺 = 1) or just

Hansel (if 𝐺 = 0). The counterfactual is true.

6 The algebra of truthmakers and the canonical form

However, these were just examples, and I promised a theory. To model a counterfactual with an

arbitrary event in the antecedent, I need rules for devising an intervention for an arbitrary event.

The rules take a form of the algebra of truthmakers, which specifies how to produce the truth-

maker for any event sentence.16 First, I need junction (the verb: to join)—an operation that takes

as arguments two truthmakers (or, more generally, sets of value assignments) and returns a truth-

maker that contains all combinations of these assignments that agree with each other on the values

of shared variables. For instance, if 𝑈 = {⟨1𝑃, 2𝑄⟩, ⟨3𝑄⟩}, and 𝑉 = {⟨2𝑄, 4𝑋⟩, ⟨9𝑌⟩}, then

𝑈 1 𝑉 = {⟨1𝑃, 2𝑄, 4𝑋⟩, ⟨1𝑃, 2𝑄, 9𝑌⟩, ⟨3𝑄, 9𝑌⟩}. The only pair that doesn’t concatenate is ⟨3𝑄⟩

and ⟨2𝑄, 4𝑋⟩, because the assignments disagree on 𝑄’s value. That is,

𝑈 1 𝑊 = ⋃
�⃗��⃗�∈𝑈

⋃
�⃗��⃗�∈𝑊

{ ⃗𝑢�⃗� ⋆ �⃗��⃗�� ⃗𝑢�⃗�[�⃗� ∩ �⃗�] = �⃗��⃗�[�⃗� ∩ �⃗�]} , (14)

where 𝑈 and 𝑊 are truthmakers (i.e., sets of assignments), ⃗𝑢�⃗� is over �⃗�, �⃗��⃗� is over �⃗�, and ⋆

denotes spatial concatenation. Spatial concatenation combines two assignments into a single one,

which agrees with either assignment on all values; the operation is defined only for assignments that

16My truthmakers are very much inspired by Briggs’s (2012) and Fine’s (2012), and their work is also where I took the
name from. In particular, rules (15-27) follow the logic used by them. Still, the proposals differ in details; the most
salient difference is that Briggs and Fine don’t think of truthmakers as sets of assignments.
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agree on the values of shared variables.17 Junction is associative and commutative, J⊤K = {⟨⟩} is its

one (the neutral element), and J⊥K = ∅ is its zero (the annihilating element), where ⊤ is a tautology

over no variables, and ⊥ is the contradictory sentence over no variables.

With junction, I can now lay out the algebra. For any event sentence 𝛽�⃗� that is over variables

�⃗� and contains no logical connectives,18 and any event sentences 𝜑 and 𝜓,

J⊤K ={⟨⟩} (15)

J⊥K =∅ (16)

J𝛽�⃗�K = { ⃗𝑥� ⃗𝑥 satisfies 𝛽�⃗�} where ⃗𝑥 is over �⃗� (17)

J¬𝛽�⃗�K = { ⃗𝑥� ⃗𝑥 doesn’t satisfy 𝛽�⃗�} where ⃗𝑥 is over �⃗� (18)

J¬ ¬𝜑K =J𝜑K (19)

J𝜑 ∧ 𝜓K =J𝜑K 1 J𝜓K (20)

J¬(𝜑 ∧ 𝜓)K =J¬𝜑 ∨ ¬𝜓K =J¬𝜑K ∪ J¬𝜓K ∪ J¬𝜑K 1 J¬𝜓K (21)

J𝜑 ∨ 𝜓K =J𝜑K ∪ J𝜓K ∪ J𝜑 ∧ 𝜓K =J𝜑K ∪ J𝜓K ∪ J𝜑K 1 J𝜓K (22)

J¬(𝜑 ∨ 𝜓)K =J¬𝜑 ∧ ¬𝜓K =J¬𝜑K 1 J¬𝜓K (23)

J𝜑 → 𝜓K =J¬𝜑 ∨ 𝜓K =J¬𝜑K ∪ J𝜓K ∪ J¬𝜑K 1 J𝜓K (24)

J¬(𝜑 → 𝜓)K =J𝜑 ∧ ¬𝜓K =J𝜑K 1 J¬𝜓K (25)

J𝜑 ≡ 𝜓K =J𝜑 ∧ 𝜓K ∪ J¬𝜑 ∧ ¬𝜓K =J𝜑K 1 J𝜓K ∪ J¬𝜑K 1 J¬𝜓K (26)

J¬(𝜑 ≡ 𝜓)K =J𝜑 ∧ ¬𝜓K ∪ J¬𝜑 ∧ 𝜓K =J𝜑K 1 J¬𝜓K ∪ J¬𝜑K 1 J𝜓K (27)

17I.e., �⃗��⃗� ⋆ �⃗��⃗� is over �⃗� ∪ �⃗�, and (�⃗��⃗� ⋆ �⃗��⃗�) [�⃗�] = �⃗��⃗�, (�⃗��⃗� ⋆ �⃗��⃗�) [�⃗�] = �⃗��⃗�.
18Syntactically, 𝛽�⃗� is an atomic sentence. I don’t want to call it so, however, because it needn’t denote an atomic event,
as in J𝐺 ≤ 1K.
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Rules (20)-(27) parse any sentence with a binary connective as either a junction or a union thereof.

The truthmaker of a conjunction is the junction of the truthmakers of the conjuncts (23, 20, 25);

it is so, because any way in which one and another event can happen at once is a combination

(read: spatial concatenation) of some ways in which either event can happen. The truthmaker of a

disjunction is the union of three truthmakers: of the two disjuncts and of the conjunction of the

disjuncts (22, 21, 24, 26, 27); it is so, because any way in which one or another event can happen is a

way in which the first event, or the second event, or both at once can happen. Second, the rules push

negation down until two negations cancel each other out (19) or until it reaches a sentence without

any logical connectives (18). Negation is normally handled by the set complement.19 However,

there’s no sensible interpretation of the complement of a truthmaker, because truthmakers can

contain assignments over different values.20

For example, I can build no, one, or two houses, ℛ𝐻 = {0, 1, 2}, and to plant none, one, or

two trees, ℛ𝑇 = {0, 1, 2}. The truthmaker of the (intentionally convoluted) event sentence “I built

no fewer houses than I planted trees, and it’s not the case I have planted any trees” unfolds as

J𝐻 ≥ 𝑇 ∧ ¬𝑇 > 0K = J𝐻 ≥ 𝑇K 1 J¬𝑇 > 0K = J𝐻 ≥ 𝑇K 1 {⟨0𝑇⟩}

= {⟨0𝐻, 0𝑇⟩, ⟨1𝐻, 0𝑇⟩, ⟨2𝐻, 0𝑇⟩, ⟨1𝐻, 1𝑇⟩, ⟨2𝐻, 1𝑇⟩, ⟨2𝐻, 2𝑇⟩} 1 {⟨0𝑇⟩}

= {⟨0𝐻, 0𝑇⟩, ⟨1𝐻, 0𝑇⟩, ⟨2𝐻, 0𝑇⟩} .

Correctly so, for this event can happen in three ways: I build no houses and plant no trees; I build

one house and plan no trees; or I build two houses and plant no trees.

19E.g., the set of worlds where ¬𝑝 holds is the complement of the set of worlds where 𝑝 holds.
20The algebra entails that not every set of assignments is a truthmaker. For instance, {⟨1𝑃⟩ , ⟨2𝑄⟩} is not a truthmaker,
because for no event sentence will the algebra yield this set.
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Once you have an event’s truthmaker, you could bring about the event with an intervention;

depending on how complex the truthmaker is, you could use a simple, synchronized, or semaphore

intervention. It’s doable but unbecoming. Doing so would often lead to a misleading graph—one that

suggests dependencies where there are none. Recall that if two variable sets don’t share ancestors, they

are independent. Although the converse isn’t true, you shouldn’t, if possible, add an intervention

vertex as a shared ancestor of variables that will remain independent after the intervention. The

following procedure respects this postulate.

Every truthmaker of a satisfiable sentence 𝜑 over at least one variable can be expressed in the

canonical form—as a junction of the maximum number of juncts 𝐽𝑖 over non-overlapping variables

J𝜑K = 𝑛1
𝑖=1

𝐽𝑖, (28)

where assignments from 𝐽𝑖 don’t share variables with assignments from 𝐽𝑗 (𝑖 ≠ 𝑗), and 𝐽𝑖 ≠ {⟨⟩}.

After you put the truthmaker in the canonical form (and every truthmaker has only one canonical

form, as proved in §9), bring about every junct 𝐽𝑖 with a separate intervention. Depending on what

𝐽𝑖 contains, you’ll use one of the three species of interventions.

If 𝐽𝑖 contains assignments over the same single variable 𝑋 (as in J𝐻 ≤ 1K = {⟨0𝐻⟩ , ⟨1𝐻⟩} from

fig. 3), you’ll use a simple intervention. You’ll replace the variables equation with 𝑋 ← 𝐽𝑖; if 𝐽𝑖 is a

singleton, the intervention is deterministic.

If 𝐽𝑖 contains assignments over multiple variables, you’ll use a synchronized or semaphore inter-

vention. First, extend the model with a new intervention vertex whose values encode the elements

of the truthmaker:

𝐼 ← {⌜ ⃗𝑥⌝� ⃗𝑥 ∈ 𝐽𝑖} , (29)
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where ℛ𝐼 contains exactly the same values, and as before, ⌜ ⃗𝑥⌝ encodes assignment ⃗𝑥 as a single

number. Then, for every 𝑋 from �⃗�, check if every possible value of 𝐼 encodes 𝑋’s value. If it does,

replace 𝑋’s equation with

𝑋 ← 𝐼[𝑋]. (30)

Otherwise, you must account for solutions where 𝑋’s value comes from its pre-intervention equation:

𝑋 ←

⎧{{{
⎨{{{⎩

𝐼[𝑋] if 𝐼[𝑋] is set

𝑓𝑋(�⃗�) otherwise

, (31)

where �⃗� parent 𝑋 in the pre-intervention model, and 𝑓𝑋(�⃗�) is 𝑋’s pre-intervention equation. If all

replacement equations follow (30), you executed a synchronized intervention. If some replacement

equations follow (31), you used a synchronized intervention.

And the last possibility: if 𝜑 is ⊤, and thus J𝜑K = {⟨⟩}, you make no changes to the model.

The benefit of using the canonical form of the target truthmaker is that the variables from

different conjuncts won’t share a common intervention vertex. Therefore, if these variables didn’t

share an ancestor, they won’t share one now either.

The three intervention species satisfy the equivalence requirement. Consider the most complex

case: a semaphore intervention that brings about 𝜑, a sentence over �⃗�. Take conjunctive event

�⃗� = ⃗𝑦, one of the ways 𝜑 can happen, i.e., ⃗𝑦 ∈ J𝜑K (�⃗� ⊆ �⃗�). Per (29), exactly one value of

the intervention vertex 𝐼 encodes this assignment, 𝐼 = ⌜ ⃗𝑦⌝. Per (30) and (31), in any solution �⃗�

where �⃗�[𝐼] = ⌜ ⃗𝑦⌝, �⃗�[�⃗�] = ⃗𝑦, while the values of the remaining variables �⃗�\�⃗� are determined by

their pre-intervention equations. That just means event ⃗𝒱 = �⃗�[ ⃗𝒱] is possible on 𝔐𝜑 iff it’s also
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possible on 𝔐�⃗�= ⃗𝑦, where �⃗�’s replacement equations assign ⃗𝑦 to �⃗� directly (i.e., 𝔐�⃗�= ⃗𝑦 is obtained

with a deterministic intervention). As 𝐼 encodes all and only the elements of J𝜑K, the equivalence
requirement holds.

The theory of underdeterministic counterfactuals requires no other types of interventions, yet

the framework can afford more—every intervention possible on the probabilistic framework has

(I boldly surmise) an analog in the underdeterministic framework. For instance, Eberhardt and

Scheines (2006) distinguish between structural and parametric interventions in causal discovery. A

probabilistic structural intervention introduces an intervention vertex that works as a switch: when

the switch is off, the target variables behave as they did in the pre-intervention model. When the

switch is on, the target variables become independent from any other variables, and are govern by

a new probabilistic distribution. For an underdeterministic analog, take a semaphore intervention

that brings about ⊤ ∨ 𝜑, where 𝜑 is the counterpart of the new distribution (i.e., 𝜑 specifies the

new possible values for the target variables). Per (15) and (22), J⊤ ∨ 𝜑K = {⟨⟩} ∪ J𝜑K, and therefore

for 𝐼 = ⌜⟨⟩⌝, the entire model behaves as before the intervention—the switch is off. For all other

values of the intervention vertex, the switch is on. A probabilistic parametric intervention is like the

structural intervention, but when the switch is on, the target variables still depend on pre-intervention

parents, albeit the conditional distribution is new. To implement an underdeterministic parametric

intervention, you can modify semaphore interventions into a fourth species. Say, for every target

variable 𝑋, its new possible values are given by 𝑔𝑋(�⃗�, 𝐼). Then for every 𝑋, replace 𝐼[𝑋] in (31) with

𝑔𝑋(�⃗�, 𝐼), so that when the switch is on (i.e., 𝐼’s value is set for 𝑋), 𝑋’s value is determined by a new

equation. When the switch is off, however, 𝑋 behaves according to its pre-intervention equation.
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7 Comparisons

The rules for bringing about an arbitrary event complete the underdeterministic theory of counter-

factuals. I now want briefly to compare it with other interventionist analyses and to flag the debates

where the theory takes sides.

All interventionist theories of counterfactuals use only single-valued structural equations and

therefore leave room only for primitive would-counterfactuals (e.g., Halpern, 2000; Pearl, 2009;

2011),21 and all interventionist theories but one deal with would-counterfactuals with conjunctive

events in antecedents. For this limited class of counterfactuals, my theory agrees with theirs, as the

mechanics (single-valued structural equations, deterministic interventions) is the same.

The sole interventionist theory that can handle disjunctive antecedents has been developed by

Briggs (2012).22 The theory covers only would-counterfactuals in deterministic models and finite

ranges; therefore, the current theory has the advantage of modeling might-counterfactuals and in-

finite ranges. Still, my theory and theirs agree on every case that Briggs’s theory is designed to

handle.

However, the mechanics differ. What I take only as a constraint on a theory of counterfactuals—

the equivalence requirement (11)—Briggs treats as the semantics of counterfactuals. This works. But

it’s costly. First, were you to intervene on a model multiple times (as in composing counterfactuals,

§5), you would have to keep track of a tree-like structure: an intervention (potentially) produces mul-

tiple models, and the next intervention (potentially) produces multiple models from every model

you already have. That spells exponential growth. Moreover, if the target truthmaker has uncount-

21Therefore, recursive models have no room for might-counterfactuals either, at least as defined by (6). The definition
becomes viable in nonrecursive models, which can have multiple solutions (Galles & Pearl, 1998; Halpern, 2000).

22Vandenburgh’s (ms) theory also handles disjunctive antecedents; as the theory hasn’t been published yet, I don’t want
to engage with it here.
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ably many elements—e.g., as in J𝑋 > .8K = (.8, 1], where ℛ𝑋 = [0, 1]—executing the intervention

produces uncountably many models. Elegance suffers, and so does computational complexity. Com-

pare that with my solution. Here, the cost is that you need to introduce intervention vertices. But

otherwise, there are only benefits. You keep track of one model only, and thus of one set of solu-

tions, no matter how many interventions you execute. Even uncountably infinite domains don’t

pose technical problems, for they are still represented only as a single system of equations.

The theory of underdeterministic counterfactuals forces me to take stance on some issues dis-

cussed in the counterfactual literature. Like Briggs’s, my account doesn’t respect the principle of

conditional excluded middle—I side with Lewis (1973), Bennett (2003), and Hall (2004) against

DeRose (1999), Stalnaker (1980), and Williams (2010); this also means that underdeterministic might-

counterfactuals aren’t equivalent to would-counterfactuals hedged with the epistemic possibility op-

erator. Relatedly, I again agree with Lewis (1973) rather than Edgington (2004), Schaffer (2004),

and Walters (2009) that if a genuinely nondeterministic coin landed heads, “had it been flipped, it

would have landed heads” is false. Defending underdeterministic counterfactuals from these authors

requires a full-fledged argument, which I cannot make here, but I think I can at least say this. The

main motivation behind underdeterministic counterfactuals is to aid decision making. The motiva-

tion behind the authors I disagree with is to explain linguistic intuitions (Stalnaker, 1980; DeRose,

1999) and assist in reasoning about the past (Edginton, 2004). Differences in motivation translate

into differences in tools, and a tool shouldn’t be criticized for how it performs when applied to

what it wasn’t intended for.
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8 Conclusions

Underdeterminism provides a natural way for modeling counterfactuals with disjunctive antecedents,

as a single model can represent all ways in which a disjunctive event can happen. But the semantics

of counterfactuals is just one application of the underdeterministic framework. A lot awaits investi-

gation. The most obvious next step is to develop an underdeterministic theory of causation, shaped

after deterministic (Halpern, 2016; Weslake, 2015) and probabilistic (Fenton-Glynn, 2017; Twardy &

Korb, 2011) theories. Another one is to propose an algorithm for causal discovery (Spirtes, Glymour,

& Scheines, 2001), provided that there are cases where identifying an underdeterministic model makes

more sense than discovering a probabilistic one.

A different, no less interesting course would be to strengthen the framework and subsequently the

theory of counterfactuals. For instance, every structural equation could return a set of possible events

partially ordered by how probable they are, but without specifying exact probabilities. The order

would entail a partial order on solutions and eventually events. Since people often use such orderings

in commonsense causal reasoning, developing a prescriptive model of this kind of reasoning could

be worthwhile.

9 Appendix

Theorem. A non-empty set of assignments over at least one variable has a single canonical form,

which is the junction of the maximum number of assignment sets (juncts) over non-overlapping

variables:

𝑆�⃗� = 𝑛1
𝑖=1

𝐽𝑖, (32)
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where: 𝑆�⃗� is over variables �⃗�, �⃗� ≠ ∅, assignments from 𝐽𝑖 don’t share variables with assignments

from 𝐽𝑗 (𝑖 ≠ 𝑗), and 𝐽𝑖 ≠ {⟨⟩}.

Proof. The proof will be by induction on the maximum number of juncts the truthmaker

decomposes into. First, notice that if a set of assignments is a junction of other sets of assignments,

then the projection of the former onto some variables is a junction of the projections of the latter:

if 𝑈�⃗� = 𝑉�⃗� 1 𝑊�⃗�, then 𝑈�⃗�[�⃗�] = 𝑉�⃗�[�⃗� ∩ �⃗�] 1 𝑊�⃗�[�⃗� ∩ �⃗�], (33)

where �⃗� = �⃗� ∪ �⃗�, �⃗� ⊆ �⃗�, and 𝑈�⃗�[�⃗�] is a projection of 𝑈�⃗� onto �⃗� (read 𝑉�⃗�[�⃗� ∩ �⃗�] and

𝑊�⃗�[�⃗� ∩ �⃗�] analogously).23 This property follows from (14), the definition of junction, because if

an assignment is a spatial concatenation of two other assignments, then a projection of the former

is a spatial concatenation of the corresponding projections of the latter.

Now, for the inductive part of the proof.

Base step. The truthmaker of any sentence over one variable is already in the canonical form.

(The only non-empty set of assignments over no variables is J⊤K = {⟨⟩}; as a convention, assume

that this is its canonical form.)

Inductive step. Assume property (32) holds for sentences over fewer than 𝑘 variables. Take 𝑆�⃗�,

a set of assignments over 𝑘 variables. If 𝑆�⃗� doesn’t decompose any further, it trivially satisfies the

property, as the set is already in the canonical form.

Otherwise, decompose 𝑆�⃗� as

𝑆�⃗� = 𝐾�⃗� 1 𝐿�⃗�, (34)

23I.e., 𝑈�⃗� contains assignments over variables from �⃗�, though not every assignment needs to be over �⃗�. 𝑈�⃗�[�⃗�]
contains assignments from 𝑈�⃗� where the values for �⃗�\�⃗� have been trimmed off from the assignments.
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where �⃗� = �⃗� ⊍ �⃗�, �⃗� ≠ ∅ ≠ �⃗�, and 𝐿�⃗� doesn’t decompose any further. As both 𝐾�⃗� is now

over fewer than 𝑘 variables, in virtue of the inductive assumption, 𝐾�⃗� = 1𝑛
𝑖=1 𝐽𝑖 for some 𝑛 and

conjuncts {𝐽𝑖}
𝑛
𝑖=1. Therefore, the canonical form for the target set is:

𝑆�⃗� = ( 𝑛1
𝑖=1

𝐽𝑖) 1 𝐿�⃗�. (35)

What’s left is to prove that this decomposition is unique. Decompose 𝑆�⃗� into any two juncts:

𝑆�⃗� = 𝑀�⃗� 1 𝑁�⃗�, (36)

where �⃗� = �⃗� ⊍ �⃗�, and �⃗� ≠ ∅ ≠ �⃗�. Either �⃗� ⊆ �⃗� or �⃗� ⊆ �⃗�, because otherwise, per (33), 𝐿�⃗� could

be decomposed further into two juncts: one over some variables from �⃗� and the other over some

variables from �⃗�. For focus, assume �⃗� ⊆ �⃗�. This means that 𝑀�⃗� = 𝑂�⃗� 1 𝐿�⃗�, where �⃗� = �⃗�\�⃗�.

Therefore,

𝑆�⃗� = 𝑀�⃗� 1 𝑁�⃗� = 𝑀�⃗� 1 𝑂�⃗� 1 𝐿�⃗� = 𝐾�⃗� 1 𝐿�⃗�. (37)

In virtue of the inductive assumption, 𝑀�⃗� 1 𝑂�⃗� has a unique canonical form, and it’s the same

as the one for 𝐾�⃗�, because 𝑀�⃗� 1 𝑂�⃗� = 𝐾�⃗�. That in turn means that (35) still gives the canonical

form of 𝑆�⃗�. Therefore, 𝑆�⃗� has a unique canonical form. This completes the inductive proof.
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